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At the beginning of 2018, when I was packing my bags to move from
Moscow to Toronto, my dear colleagues, whom I didn’t know yet, were
receiving an increasing amount of requests for insights into how Ada’s
virtual assistant was doing. How many conversations did the virtual
assistant start and received a response from the user? How many
conversations happened on a mobile device? What are the most popular

responses virtual assistant gives to French-speaking customers?

Both the Development and Customer Success teams rushed into answering
those questions. Ada was barely a dozen people by that time, and all of

them did their best to give clients their insights. But we had a huge feature



e

Building WePay's data warehc

C @ wecode.wepay.com,

Chris Riccomini ¥

Principal

wepay

a CHASE © company

in

WEPAY.COM

Building WePay's data warehouse using
BigQuery and Airflow

By Chris Riccomini on Jul 5,2016

Over the coming weeks, we’ll be writing a series of posts describing how we’ve built and run WePay's data
warehouse. This series will cover our usage of Google Cloud Platform, BigQuery, and Apache Airflow

(incubating), as well as how we handle security, data quality checks, and our plans for the future.

The beginning

We run MySQL as our primary OLTP database at WePay. Most of the data resides in a single monolithic
database cluster that runs inside Google compute engine. When we started out, developers, analysts,
product managers, and others were all running their analytic queries on a replica of this MySQL cluster. This
replica was used to do things like train machine learning models, generate business and financial reports,

build business intelligence dashboards, debug production issues, and so on.

This approach had the advantages of being convenient and having up-to-date data (since it was just a replica
of the database). The disadvantage of this setup is that MySQL is not very good at handling large analytic:
style queries. This is not surprising. It's meant to be used as a low latency OLTP database, not a data

warehouse. As we (and our data) grew, we bumped up against some problems:

+ Multi-tenancy issues, where one user would severely degrade the entire cluster.
= Performance problems, timeouts, and queries that never finish.

« Inability to easily run custom logic on the data (UDFs).

It was obvious that we needed to move to a real data warehouse. This post describes that journey, the

lessons learned, and the technology that we used.

Picking the stack

WePay made the transition to Google Cloud Platform last year. One of the services that Google providesis
BigQuery, a distributed data warehouse built on top of a bunch of great Google technology including Dremel,
Borg, Colossus, and Jupiter. We did an evaluation of BigQuery, and decided to use it as our data warehousing

solution.

After picking BigQuery, we needed to get data into it. A naive approach would be to run a Python script via
CRON that wakes up periodically, selects rows from MySQL, and inserts them into BigQuery. We did this

initially as a quick short-term solution. This approach has a number of problems, though:

= What happens if things fail? Should you retry?
+ How is monitoring handled? Will anyone know if things failed?
+ What if things need to happen in sequence, or depend on each other?

+ What if the script runs slowly, and a second iteration of the script starts before the first finishes?

Most of these problems (and many others) are solved by workflow schedulers, so we opted to use one to run

our ETL scripts. The four that we looked at were Oozie, Azkaban, Luigi, and Airflow.
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This post is almost verbatim the same path
we went through in 2015. Next two iterations
of this are to migrate to a real-time pipeline,
and then build a completely self-serve
(automated) pipeline.
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How we built analytics at Ada with Airflow and Redshift

In this article | will try to succinctly describe how my team and | have build first
version of data warehouse and analytics in Ada. There...
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There are three stages of data pipeline
maturity.

1. Land (batch, few systems integrated)

2. Expand (realtime, many systems
integrated)

3. On demand (self-serve, automated tooling,
data catalog, MDM, DataOps, data mesh)

The current frontier is (2), trending toward (3).

12:16 PM - 18 Jul 2019

12 Retweets 43 Likes @ z @‘ @.eee

o 0 12 Q a3

© 2019 Twitter About Help Center Terms Privacy policy Cookies Ads info




The Future of Data Engineerin: +

& riccomini.name/future-data-engineering e Incognito @

X vy O 8 @ 9 B

Chris Riccomini

Software engineering stuff

[ ) Chris (_Follow )

&3
L

)

The Future of Data Engineering

I have been thinking lately about where we’ve come in data engineering over the

past few years, and about what the future holds for work in this area. Most of this
thought has been framed in the context of what some of our teams are doing at
WePay, but I believe the framework below applies more broadly, and is worth
sharing.

Data engineering’s job is to help an organization move and process data. This
generally requires two different systems, broadly speaking: a data pipeline, and a
data warehouse, The data pipeline is responsible for moving the data, and the data
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AYou have no data warehouse

AYou have a monolithic architecture

AYou need a data warehouse up and runnjegterday
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Problems

AQueries began timing out

AUsers were impacting each other

AMySQL was missing complex analytical SQL functions
AReport generation was breaking
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AYou have a monolithic architecture

AData engineering is your patitne job

AQueries are timing out

AExceeding DB capacity

ANeed complex analytical SQL functions

ANeed reports, charts, and business intelligence



Stage 1: Batch
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Problems

ALarge number of Airflow jobs for loading all tables

AMissing and inaccuratereate timeandmodify time

ADBA operations impacting pipeline
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AMySQL replication latency was causing data quality issues

APeriodic loads cause occasional MySQL timeouts



Six stages of data pipeline maturity
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ALoads are taking too long

APipeline is no longer stable

AMany complicated workflows

AData latency is becoming an issue

AData engineering is your fulltime job

AYou already have Apache Kafka in your organization
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Streaming databases in realtime with
MySQL, Debezium, and Kafka

By Chris Riccomini on Feb 21, 2017

Change data capture has been around for a while, but some recent developments in technology have given it
new life. Notably, using Kafka as a backbone to stream your database data in realtime has become

increasingly common.

If you’re wondering why you might want to stream database changes into Kafka, | highly suggest reading The
Hardest Part About Microservices: Your Data. At WePay, we wanted to integrate our microservices and
downstream datastores with each other, so every system could get access to the data that it needed. We use

Kafka as our data integration layer, so we needed a way to get our database data into it.

Last year, Yelp’s engineering team published an excellent series of posts on their data pipeline. These
included a discussion on how they stream MySQL data into Kafka. Their architecture involves a series of
homegrown pieces of software to accomplish the task, notably schematizer and MySQL streamer. The write-
up triggered a thoughtful post on Debezium’s blog about a proposed equivalent architecture using Kafka
connect, Debezium, and Confluent’s schema registry. This proposed architecture is what we’ve been
implementing at WePay, and this post describes how we leverage Debezium and Kafka connect to stream our

MySQL databases into Kafka.

Architecture

The flow of data starts with each microservice’s MySQL database. These databases run in Google Cloud as
CloudSQL MySQL instances with GTIDs enabled. We’ve set up a downstream MySQL cluster specifically for
Debezium. Each CloudSQL instance replicates its data into the Debezium cluster, which consists of two
MySQL machines: a primary (active) server and secondary (passive) server. This single Debezium cluster is an
operational trick to make it easier for us to operate Debezium. Rather than having Debezium connect to
dozens of microservice databases directly, we can connect to just a single database. This also isolates

Debezium from impacting the production OLTP workload that the master CloudSQL instances are handling.

We run one Debezium connector (in distributed mode on the Kafka connect framework) for each
microservice database. Again, the goal here is isolation. Theoretically, we could run a single Debezium
connector that produces messages for all databases (since all microservice databases are in the Debezium
cluster). This approach would actually be more resource efficient since each Debezium connector has to read
MySQL’s entire binlog anyway. We opted not to do this because we wanted to be able to bring Debezium

connectors up and down, and configure them differently for each microservice DB.

The Debezium connectors feed the MySQL messages into Kafka (and add their schemas to the Confluent
schema registry), where downstream systems can consume them. We use our Kafka connect BigQuery
connector to load the MySQL data into BigQuery using BigQuery's streaming API. This gives us a data
warehouse in BigQuery that is usually less than 30 seconds behind the data that’s in production. Other

microservices, stream processors, and data infrastructure consume the feeds as well.
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Change data capture?
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changes made to enterprise data sources.



Debeziunsources

AMongoDB

AMySQL

APostgreSQL

ASQL Server

AOracle (Incubating)
ACassandra (Incubating)



Practical Change Data
Streaming Use Cases With
Apache Kafka & Debezium

Gunnar Morling - Red Hat
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Kafka ConnedigQuery

AOpen source connector thaYePaywrote

AStream data from Apache Kafka to GodgigQuery
ASupports GCS loads

ASupportsrealtime streaming inserts

AAutomatic table schema updates



Problems

APipeline for Datastore was still on Airflow
ANo pipeline at all for Cassandra or Bigtable
ABigQueryneeded logging data

AElastic search needed data

AGraph DB needed data
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Six stages of data pipeline maturity

AStage 0: None

AStage 1: Batch

AStage 2: Realtime
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Waltz: A Distributed Write-Ahead Log

By Yasuhiro Matsuda on Sep 9,2019

Yasuhiro Matsuda in We are happy to announce the open source release of Waltz. Waltz is a distributed write-ahead log. It was

initially designed to be the ledger of money transactions on the WePay system and was generalized for

Principal 5

Eng broader use cases of distributed systems that require serializable consistency. Waltz is similar to existing log

systems like Kafka in that it accepts/persists/propagates transaction data produced/consumed by many
services. However, unlike other systems, Waltz provides a machinery that facilitates a serializable
consistency in distributed applications. It detects conflicting transactions before they are committed to the
log. Waltz is regarded as the single source of truth rather than the database, and it enables a highly reliable

log-centric system architecture.

Background
Databases

The WePay system has been constantly growing to handle more traffic and more functionalities. We split a
large service into smaller services to keep the system manageable when it makes sense. Each service

typically has its own database. For better isolation it is not shared with other services.

It is not trivial to keep all databases consistent when there are faults such as network failures, process
failures, and machine failures. Services interact with each other over the network. Interactions often result in
database updates on both sides. Faults may cause inconsistencies between the databases. Most such
inconsistencies are fixed by daemon threads that perform check-and-repair operations periodically. But not

every repair can be automated. Sometimes manual operations are required.

On top of this, databases are replicated for fault tolerance. We use MySQL async replication. When the
primary region goes down, a region failover will happen, and the backup region will take over the processing
so that we can continue precessing payments. Multi-region replication has its own issues. A database update
in the master database will not appear in a slave database instantly. There is always a latency, and replication
lags are the norm. There is no guarantee that new master databases have all up-to-date data nor that they

are in sync with each other.

Stream Oriented Processing

We employ asynchronous processing in many places. We want to defer updates that don’t require immediate
consistency. This makes the main transactions lighter and improves the response and throughput. We do so
by using a stream oriented processing with Kafka. A service updates its own database and writes messages to
Kafka at the same time. The same service or a different service asynchronously performs another database
update when it consumes Kafka messages. This works well, but the drawback is that a service has to write to

two separate storage systems, a database and Kafka. We still need check-and-repair.

Basic Idea

Waltz is what we describe as a write-ahead log. This recorded log is neither the output of a change-data

capture from a database nor a secondary output from an application. Itis the primary information of the
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Kafka is your escape hatch

I’ve become much more comfortable with the idea of vendor lock-in. Or rather, I

don’t feel as locked in as I used to. The odd thing is, I’m using more proprietary
systems than I ever have before (thanks to the cloud). Apache Kafka is what’s
making me comfortable. Specifically, Kafka connect.

The best place to follow me is on my mailing list. Get new posts and
recommended reading every Friday.

Your email address

Subscribe




Problems

AAdd new channel to replica MySQL DB
ACreate and configure Kafka topics

AAdd newDebeziumconnector to Kafka connect
ACreate destination dataset BigQuery

AAdd new KCBQ connector to Kafka connect
ACreateBigQueryiews

AConfigure data quality checks for new tables
AGrant access tBigQuerydataset

ADeploy stream processors or workflows
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Six stages of data pipeline maturity

AStage 0: None

AStage 1: Batch

AStage 2: Realtime
AStage 3: Integration
AStage 4: Automation
AStage 5: Decentralization
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Realtime Data Integration

Stage 4. Automation
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Automated Data Management

Data Catalog RBAC/IAM/ACL
Orchestration Configuration

Automated Operations




Automated Operations
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Normal operations?

AAdd new channel to replica MySQL DB
ACreate and configure Kafka topics

AAdd newDebeziumconnector to Kafka connect
ACreate destination dataset BigQuery

AAdd new KCBQ connector to Kafka connect
ACreateBigQueryiews

AConfigure data quality checks for new tables
AGranting access

ADeploying stream processors or workflows



Automated operations

ATerraform
AAnsible

AHelm

ASalt
ACloudFormation
AChef

APuppet
ASpinnaker



Terraform

provider " kafka " {

bootstrap_servers = ["localhost:9092"]
}
resource " kafka topic  ""logs"{
name =" systemd _logs "
replication_factor =2
partitions =100
config ={
"segment.ms " ="20000"
" cleanup.policy " ="compact"
}



Terraform

provider"  kafka - connect" {

url = "http://localhost:8083"

resource " kafka - connect_connector sqlite - sink" {

name = "test - sink"

config = {
"name" = "test - sink™
" connector.class "=" jo.confluent.connect.jdbc.JdbcSinkConnector
"tasks.max " ="1"
"topics" ="orders"
" connection.url " =" jdbc:sqglite:test.db !

" auto.create = "true"
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AWe had Terraform and Ansible
AWe were on the cloud
AWe hadBigQuenscripts and tooling



Spending time on data management

AWho gets access to this data?

AHow long can this data be persisted?

Als this data allowed in this system?

AWhich geographies must data be persisted in?
AShould columns be masked?
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Automated Data Management



Set up a data catalog

ALocation
ASchema
AOwnership
ALineage
AEncryption
AVersioning
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Sep 13, 2004 - Mar 21, 2019
Data for famous world explorers

Columns

explorer_id int
primary key for explorers

first_name string
Explorer's given name

last_name string
Explorer's family name

birthday date
Explorer's date of birth

place_of_origin string
Country of birth

regions_explored int
Count of regions explored. Regions defined in explored_regions

distance_travelled int
Total kilometers travelled based only on entries in trips table

nationality string
Country of citizenship, may be different from place_of_origin

Amundsen was last indexed on March 21st 2019 at
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Realtime Data Integration

Automated Data Management

Automated Operations

Stage 4. Automation
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Configure your access

ARBAC
AIAM
AACL



Configure your policies

ARole based access controls
Aldentity access management
AAccess control lists
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Admin

op

Public

User

Viewer

Record Count: 5

Permissions

[can this form post on ResetPasswordView, can this form get on ResetPasswordView, can this form post on ResetMyPasswordView, can this form get on ResetMyPasswordView, can this form post on
UserinfoEditView, can this form get on UserinfoEditView, menu access on List Users, menu access on Security, can list on RoleModelView, can delete on RoleModelView, can edit on RoleModelView, can
show on RoleModelView, can download on RoleModelView, can add on RoleModelView, Copy Role on RoleModelView, menu access on List Roles, can chart on UserStatsChartView, menu access on
User's Statistics, can list on PermissionModelView, menu access on Base Permissions, can list on ViewMenuModelView, menu access on Views/Menus, can list on PermissionViewModelView, menu access
on Permission on Views/Menus, can task on Airflow, can code on Airflow, can blocked on Airflow, can success on Airflow, can log on Airflow, can rendered on Airflow, can xcom on Airflow, can dag stats on
Airflow, can dagrun success on Airflow, can dag details on Airflow, can run on Airflow, can refresh all on Airflow, can dagrun clear on Airflow, can graph on Airflow, can task instances on Airflow, can gantt on
Airflow, can clear on Alrflow, can tries on Alrflow, can pickle info on Airflow, can refresh on Airflow, can paused on Airflow, can tree on Airflow, can landing times on Airflow, can task stats on Airflow, can
trigger on Airflow, can duration on Airflow, can show on DagModelView, can list on DagModelView, can conf on ConfigurationView, can version on VersionView, can list on DagRunModelview, muldelete on
DagRunModelView, set failed on DagRunModelView, set running on DagRunModelView, set success on DagRunModelView, menu access on DAG Runs, menu access on Browse, can list on JobModelView,
menu access on Jobs, can list on LogModelView, menu access on Logs, can list on SlaMissModelView, menu access on SLA Misses, can list on TaskinstanceModelView, clear on TaskinstanceModelView,
set falled on TaskinstanceModelView, set retry on TaskinstanceModelView, set running on TaskinstanceModelView, set success on TaskinstanceModelView, menu access on Task Instances, menu access
on Configurations, menu access on Admin, can add on ConnectionModelView, can list on ConnectionModelView, can edit on ConnectionModelView, can delete on ConnectionModelView, muldelete on
ConnectionModelView, menu access on Connections, can add on PoolModelView, can list on PoolModelView, can edit on PoolModelView, can delete on PoolModelView, muldelete on PoolModelView,
muldelete on PoolModelView, menu access on Pools, can add on VariableModelView, can list on VariableModelView, can edit on VariableModelView, can delete on VariableModelView, muldelete on
VariableModelView, muldelete on VariableModelView, muldelete on VariableModelView, varexport on VariableModelView, menu access on Variables, can add on XGomModelView, can list on
XComModelView, can edit on XComModelView, can delete on XComModelView, muldelete on XComModelView, muldelete on XComModelView, muldelete on XComModelView, muldelete on
XComModelView, menu access on XComs, menu access on Documentation, menu access on Docs, menu access on Github, menu access on Version, menu access on About, can edit on
UserOAuthModelView, can userinfo on UserOAuthModelView, can delete on UserOAuthModelView, can download on UserOAuthModelView, can list on UserOAuthModelView, can add on
UserOAuthModelView, can show on UserOAuthModelView, userinfoedit on UserOAuthModelView, can index on Airflow, can get logs with metadata on Airflow, can varimport on VariableModelView]

[muldelete on VariableModelView, muldelete on XComModelView, menu access on About, can dag details on Airflow, can xcom on Airflow, set success on DagRunModelView, can run on Airflow, set failed
on DagRunModelView, menu access on Logs, can dagrun clear on Airflow, muldelete on DagRunModelView, menu access on Pools, can task on Airflow, can graph on Airflow, menu access on Variables,
can code on Airflow, can delete on GonnectionModelView, can list on SlaMissModelView, can delete on PoclModelView, can blocked on Airflow, can task instances on Airflow, menu access on
Connections, muldelete on ConnectionModelView, can add on VariableModelView, can delete on VariableModelView, can edit on PoolModelView, can success on Airflow, can list on LogModelView, set
success on TaskinstanceModelView, can gantt on Airflow, muldelete on VariableModelView, can dag stats on Airflow, menu access on Browse, can log on Airflow, can list on PoolMedelView, muldelete on
XComModelView, menu access on Documentation, can edit on XComModelView, menu access on Jobs, muldelete on XComModelView, can list on JobModelView, set running on TaskinstanceModelView,
can list on VariableModelView, can list on DagRunModelView, muldelete on PoolModelView, can tries on Alrflow, menu access on DAG Runs, set running on DagRunMeodelView, muldelete on
XComModelView, menu access on Docs, muldelete on PoolModelView, can edit on ConnectionModelView, menu access on SLA Misses, can edit on VariableModelView, can list on XComModelView, menu
access on Github, can refresh on Airflow, menu access on Cenfigurations, can paused on Airflow, can add on PoolModelView, menu access on Version, can tree on Airflow, can add on XComModelView,
can add on ConnectionModelView, muldelete on VariableModelView, can delete on XGomModelView, can landing times on Airflow, can task stats on Airflow, can list on TaskinstanceModelView, set failed on
TaskinstanceModelView, can trigger on Airflow, menu access on Admin, can duration on Airflow, can show on DagModelView, menu access on Task Instances, can list on ConnectionModelView, can
rendered on Alrflow, menu access on XComs, can list on DagModelView, can conf on ConfigurationView, can varimport on VariableModelView, can index on Airflow, can pickle info on Airflow, can version on
VersionView, can get logs with metadata on Airflow, can clear on Airflow, clear on TaskinstanceModelView]

[can xcom on Airflow, set success on DagRunModelView, can refresh on Airflow, can trigger on Airflow, menu access on Task Instances, can gantt on Airflow, menu access on Version, set running on
TaskinstanceModelView, can duration on Airflow, can dag stats on Airflow, set success on TaskinstanceModelView, can task stats on Airflow, can show on DagModelView, can dag details on Alrflow, can
run on Airflow, menu access on Jobs, set failed on TaskinstanceModelView, menu access on Documentation, can paused on Airflow, can dagrun clear on Airflow, can list on DagModelView, can graph on
Airflow, menu access on About, can task on Airflow, can list on DagRunModelView, muldelete on DagRunModelView, can task instances on Airflow, menu access on Github, can landing times on Alrflow,
can code on Airflow, set failed on DagRunModelView, can list on LogModelView, menu access on Logs, can blocked on Airflow, can tries on Airflow, can success on Airflow, menu access on Browse, set
running on DagRunModelView, menu access on Docs, can log on Airflow, can list on JobModelView, can tree on Airflow, menu access on SLA Misses, can list on TaskinstanceModelView, can rendered on
Airflow, can list on SlaMissModelView, menu access on DAG Runs, can pickle info on Airflow, can version on VersionView, can index on Airflow, can get logs with metadata on Airflow, can clear on Airflow,
clear on TaskInstanceModelView]

[can rendered on Airflow, menu access on Browse, can xcom on Airflow, menu access on Jobs, menu access on Logs, can task on Airflow, can tree on Airflow, can graph on Airflow, can landing times on
Airflow, can list on JobModelView, can dag stats on Airflow, can code on Airflow, can list on DagRunModelView, can task stats on Airflow, can task instances on Airflow, menu access on DAG Runs, menu
access on SLA Misses, menu access on Documentation, can blocked on Airflow, can list on LogModelView, menu access on Docs, can gantt on Airflow, menu access on Task Instances, can dag details on
Airflow, menu access on Github, menu access on Version, can duration on Alrflow, can list on SlaMissModelView, menu access on About, can log on Airflow, can list on DagModelView, can tries on Airflow,
can show on DagModelView, can list on TaskinstanceModelView, can index on Airflow, can pickle info on Airflow, can version on VersionView, can get logs with metadata on Airflow]




Kafka ACLs with Terraform

provider"  kafka "{

bootstrap_servers = ["localhost:9092"]
ca_cert = file("../secrets/snakeoil - ca- l.crt")
client_cert = file("../secrets/kafkacat - cal - signed.pem")
client_key = file("../secrets/ kafkacat -raw - private - key.pem ")
skip_tls_verify = true
}
resource" kafka_acl ""test"({
resource_nhame = "syslog"
resource_type = "Topic"
acl_principal =" User:Alice "
acl_host = "
acl_operation = "Write"
acl_permission_type ="Deny"



Automate management

ANew user access
ANew data access
AService account access
ATemporary access
AUnused access



Detect violations

AAuditing
AData loss prevention
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Cloud Data Loss Prevention

Automatically discover and redact sensitive data everywhere

Try it free Contact sales

View documentation for this product

Classify and redact sensitive data

Cloud DLP helps you better understand and manage sensitive data. It

= |
— @ DLPAPI  —

provides fast, scalable classification and redaction for sensitive data Raw data Redacted data

elements like credit card numbers, names, social security numbers, US
and selected international identifier numbers, phone numbers, and l—‘
GCP credentials. Cloud DLP classifies this data using more than 90

predefined detectors to identify patterns, formats, and checksums, and

@ < 0

Analytios Secure sharing App development

even understands contextual clues. You can optionally redact data as
well, using technigues like masking, secure hashing, tokenization,
bucketing, and format-preserving encryption. Try Cloud DLP in this

demo application

Discover and classify sensitive data

One of the first steps to properly managing your sensitive data is knowing where it
' exists. Cloud DLP gives you the power to scan, discover, classify, and report on data
I from virtually anywhere. Cloud DLP has native support for scanning and classifying
] sensitive data in Cloud Storage, BigQuery, and Cloud Datastore and a streaming
content API to enable support for additional data sources, custom workloads and

applications

Automatically mask your data to safely unlock more of the
cloud

Today your data is your most critical asset. Cloud DLP provides tools to classify,
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Detecting sensitive data

"value":"My phone number is (415) 555 - 0890"

"name":"PHONE_NUMBER

" likelihood":"VERY_LIKELY



Progress

AUsers can find the data that they need
AAutomated data management and operations



Problems

AData engineering still manages configuration and deployment



Six stages of data pipeline maturity

AStage 0: None

AStage 1: Batch

AStage 2: Realtime
AStage 3: Integration
AStage 4: Automation
AStage 5: Decentralization
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AYou have a fully automateaealtime data pipeline
APeople still come to you to get data loaded



If we have an automated data pipeline and data warehouse,
do we need a&ingle teamto manage this?



Realtime Data Integration

Stage 5: Decentralization

Service >

Streaming

\ 4

Service

Platform

Service >

Automated Data Management

Data Catalog RBAC/IAM/ACL
Orchestration Configuration

Automated Operations




From monolith tomicroserscesnicrowarehouses






